





Technical brief

Accelerator databases migrate to architecture
based on Oracle RAC and NAS storage systems

During March, three of the most critical
accelerator databases were migrated from
old Sun servers running Solaris with local
attached storage area networks (SANs) to
the new database infrastructure designed
by the IT-DES database group. This

article explains what this new database
infrastructure is and it presents some
results and experience from the migration.
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Brief introduction to the accelerator databases 2

There are three main databases:

@ ACCLOG (logging service) The aim of this
database is to have a clear understanding
of what is going on in and around the LHC,
by logging heterogeneous time-series of I

x2 dbdskA203

x2

........ %2 dbdskA204

DS14 MK2 ATA

dbsrvA207 dbdskA205

data to achieve the following objectives:
manage information required to improve
the performance of the machine and
individual systems; comply with traceability

these two connections
on two different cards
on subdomain #2

these two connections
on two different cards
on subdomain #1

safety regulations to record beam history;
make long-term operational statistics
available for management; avoid duplicate
logging developments.

The service was originally intended for
the LHC but the scope has widened to the
whole accelerator complex. The current
(April) phase of hardware commissioning
is extremely demanding and important
because this is how equipment experts
determine the behaviour of their systems.

This database is accessed using
different interfaces: Java API, PL/SQL API
and a web-based graphical interface that
includes time-scaling functionality.

The ACCLOG database should run for the
entire lifetime of the LHC with an expected
growth of 10TB per year.
® ACCMEAS (measurements service) This
has similar functionality to the ACCLOG
database but is faster and has a shorter
lifetime. It acts as a buffer from which the
data can be viewed, automatically filtered
and the useful long-term data transferred
to the logging database.
® ACCCON (settings and controls
configuration) This is the most critical
database holding all data to pilot the
accelerators. “Controls configuration”
makes the addressing of remote equipment
possible and “settings configuration” gives
instructions to the particle beams. The
settings configuration part is particularly
crucial because the settings are not static
and constantly need to be tuned (like an
aeroplane but without an automatic pilot).
A potential absence of these settings (i.e.
a database missing) could lead to the LHC
beam being dumped by the operator.

New infrastructure
For the last 12 months the IT-DES
database group has been deploying a
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each server has five cards

Fig. 1. Accelerator database design. The infrastructure was designed by the IT-DES group.
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Fig. 2. Monitoring and administration can be carried out via the operation manager.

new infrastructure to host databases.

This offers high availability by means of
technologies at both the hardware level via
network attached storage (NAS) and the
logical level via Oracle’s Real Availability
Cluster (RAQC).

NAS storage differs from SAN storage in
two main ways: the protocols used and the
way in which they handle information. Any
system connected via an Ethernet network
can access a NAS storage, typically using
TCP/IP-based protocols like network
file system (NFS) for Unix-like clients or
common internet file system (CIFS) for
Windows-like clients. Both NFS and CIFS
are protocols for accessing the data like a

local file system. Information is represented

asin afile system, so operations like
granting privileges or doing operations on
files are done using the operating system
rules. On the other hand, a SAN system
uses fibre channels and the information is
accessed at the block level.

Today NAS and SAN technologies are
largely unified and the key differences for
the IT-DES systems are simplicity, ease of
management and built-in monitoring.

Oracle RAC allows multiple computers
(typically two or four nodes with multicore
CPUs each on DES clusters) to run the
Oracle Relational Database Management
System (RDBMS) software simultaneously
while accessing a single database, thus
providing a clustered database. Oracle RAC
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uses a technology called cache fusion to
keep coherency among data. A RAC system
improves high availability as it makes

the database resistant to server failures.
A range of interventions can be carried

out without any downtime. Scalability is
improved because new resources can be
added to the system.

Figure 1 shows that all systems have
redundancy except for the technical
network switch. From the server point
of view there is a bonding link on both
sides via two Ethernet links working in an
active/passive configuration. On the left
the bonding link serves as an Oracle RAC
interconnect and on the right it establishes
connection with the NAS switches. On the
NAS side the Data Ontap operating system
provides trunking under the name of a
virtual interface (vif). On the left of the NAS
filers, a first level is made up of two vifs
with two Ethernet links each that work in a
load-balancing fashion. They are joined by
a second-level vif that works on an active/
passive mode between both first-level
vifs. On the right of the NAS filers the
connection to the disk shelves is via fibre
channel. Reaching any of the disks can be
accomplished via any of the NAS filers in
the cluster, thanks to multipathing.

More about the NAS hardware

The storage is done by Netapp appliances.
As we see in figure 1, a NAS cluster consists
of two filers working in an active/active
mode. This means that, in case of failure,
the surviving filer will undertake the role of
its partner and start to serve the partner’s
data. The operating system running on the
filers is Data Ontap version 7.2.4.

The NAS filer comes with a lot of
out-of-the-box functionalities to deal with
data integrity and resilience to failure. Four
of its main features are as follows:

@ Continuous media scrubbing The purpose
of this is to detect and scrub media

errors. This minimizes the storage-system
disruption due to media errors while a
systemisin a degraded or reconstruction
mode. Performance impact is negligible.

@ Predictive disk failure and rapid redundant
arrays of inexpensive disks (RAID) recovery
Data Ontap monitors disk performance so
that when certain conditions occur (i.e.
more than 100 media errors in a period of
one week) it can remove a disk from its
RAID group for testing and, if necessary,
fail the disk. Initially, Data Ontap will mark
the culprit disk as pre-failed and start to
copy the contents onto a spare disk. Once
this is finished it will mark the disk as
failed. Doing this avoids the rebuild time,
performance degradation and possible data
loss due to an additional disk failure during
RAID reconstruction.

® Double parity RAID This is special
high-performance implementation of RAID6
that allows up to two failing disks.

@ Direct connection to Netapp support,
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Fig. 3. The active sessions that are waiting to use the I/0 subsystem on SUNLHCLOG.
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Fig. 4. The active sessions that are waiting to use the 1/O subsystem on the new hardware.

auto-support feature This speeds up the
supply chain because a disk is shipped as
soon as it has been detected as failed.

Moreover, built-in snapshot technology
allows versioning of data if done in
coordination with the Oracle database,
thereby ensuring that the copies are
consistent. For databases, data consistency
is only achieved if the database is in
back-up mode while a snapshot is taken.

Data are grouped in volumes by means
of Netapp FlexVolume technology that
allows flexibility in the way that the
storage system assigns resources to the
volume. Extra features like autosize or
reducing the size of the volume on the fly
make this technology very interesting.
Volumes get their storage from one or
more RAID groups, gathered together by
an aggregate. The aggregate is the biggest
unit of storage. It holds metadata about the
volumes it contains. In our case the RAID
groups consist of 13 disks plus one spare.
We work with double-parity RAIDs, so only
11 disks will be used for data and two for
parity information.

Monitoring and administration can
be done via the console or via a web
interface engine called the operation
manager (figure 2). This provides reporting,
programming APl against the filers,
configuration files to deploy settings,
role-based access to the interface and the
possibility of creating rules to filter events
to be sent to the managers.

Access to data is provided via NFS with
Oracle-optimized mount options. This
allows a lot of flexibility because the only
requirement to access the data is to have a
machine with filer access allowed. This also
gives the possibility of mounting volumes
belonging to different filer clusters.

Oracle RAC

The migration also implied an upgrade of
the Oracle version used from Oracle 9.2.0.8
32 bits and Sun cluster ware to Oracle RAC
10g version 10.2.0.3 64 bits.

A RAC system of two instances is provided
for each database. Installation was done
using Red Hat package manager developed
by the DES group, as well as Quattor for the
configuration of the Oracle cluster-ready
services (CRS). Access to the databases
is done by services that the CRS system
guarantees to balance among the instances.
For example (from tnsnames.ora):
dbabco=(DESCRIPTION=
(ADDRESS=(PROTOCOL=TCP)
(HOST=dbsrva202-v) (PORT=1574))
(ADDRESS=(PROTOCOL=TCP)
(HOST=dbsrva203-v) (PORT=1574))
(LOAD_BALANCE=0ff)
(CONNECT_DATA=(SERVER=DEDICATED)
(SERVICE_NAME=acccon_s.cern.ch)
(FAILOVER_MODE=(TYPE=SELECT)
(METHOD=BASIQ))))

In this case we indicate to the listener
that we do not want load balancing. This
means that new requests will go to the
first node and, if there is an error, to the
second. Clients aware of fast application
notification (FAN) will also benefit from the
virtual IP service because it knows that a
reconnection is needed without waiting for
TCP/IP timeouts. Failover method “SELECT”
means that a client will still continue to
retrieve the results of a select statement if
the first connection fails.

Notes about migration and performance results
The benefits for each database after several
weeks of running on the new system have
been analyzed by the AB department
database administrators, Ronny Billen and
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Chris Roderick.

@ ACCLOG (logging service) The old
hardware had difficulties keeping the
input/output (1/0) load, which was a cause
of contention (figure 3). As a result of the
time spent waiting for the 1/0 subsystem on
the old server, the CPU usage was at 100%.
The new server is currently running with
around 25% CPU usage, but this can be
further optimized (figure 4).

The downtime of the logging service
during the switchover between the old and
new servers caused a significant backlog of
logging data — cached by the PVSS systems.
Once the logging service was reopened,
we saw that the application server used
to write logging data to the database
was overloaded and had become the new
bottleneck in the system.

A second application server was
configured and used to ease the situation.
Once the logging service returned to a
stable situation, the audit data showed that
data can be written to the new database
at similar rates (per client) to the best
performance seen on the old database
server a few years ago (when the total
volume of data was at least an order of
magnitude less; figure 5).
® ACCMEAS (measurements service) The
data throughput to the new dedicated
server for measurements has significantly
increased. On the old server we had
observed throughputs per client of between
30000 and 20000 records per second. On
the new server we have already witnessed
throughput at close to 70000 records
per second, but surely with the ability to
maintain this rate across a greater number
of clients.

A critical job that runs periodically,
analyzes measured data and sends filtered
data of interest to the logging database,
which now runs significantly faster for
similar data volumes: old server (optimal
conditions) = 3 min; new server = 22s. The
new system runs eight times as fast.

The migration to the new service went
smoothly. The new service was reopened
after approximately three hours.
® ACCCON (settings and controls
configuration) The performance of the
applications that interact with this
database suffered badly from the
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Fig. 5. Database size evolution. The data volume was significantly less a few years ago.

demands placed on the old LSA database
server (SUNLHCLOG) by the logging and
measurement services. Since moving to a
dedicated database server, the users are
extremely happy with the performance
and the rapid I/0 times. One example of
the improvements observed is a complex
query used to return accelerator equipment
settings, which was taking around 1 min
and is now taking less than 5s to return
some 200000 records — the new system is
12 times as fast.

All controls-related databases were also
migrated to the new ACCCON RAC server.
The migration went relatively smoothly,
with the exception of one very large
settings-related table, which suffered
from an Oracle-related bug affecting index
organized tables and exp/imp utility.

The new service was fully reopened after
approximately 16 hours.

Further tuning is being done by the
IT-DES group with the co-operation of
AB-CO database developer’s team.

Conclusion

The migration of the accelerators
databases to a new infrastructure was
successfully accomplished. The new
hardware has more than a year of proven
performance enhancements on other

services, such as ITCORE and CASTOR
databases, and it is based on high
availability at the hardware and the
logical level. Hardware high availability is
achieved by the duplication of switches,
NAS appliances, network bonding and
logical high-availability through Oracle
RAC, which makes the system easy to
scale. It is foreseen to add an extra layer of
protection for the very critical databases
with Oracle data guard.

After several weeks of running on
the new system, the improvement in
performance is quite noticeable and
has had a positive impact on the user
community. Further work is now being
carried out to tune, manage and administer
these databases.

Useful links
http://indico.cern.ch/contributionDisplay.
py?contribld=110&sessionld=28&confld=
3580.
www.oracle.com/technology/products/
database/clustering/index.html.
http://quattor.web.cern.ch/quattor.
http://storagemojo.com/2007/09/19/
cerns-data-corruption-research/.
www.linux-foundation.org/en/Net:Bonding.
www.netapp.com.

Ruben Domingo Gaspar Aparicio, IT-DES

If you want to be informed by e-mail when a new CNL
is available, subscribe to the mailing list cern-cnl-info.
You can do this from the
CERN CNL website at http://cern.ch/cnl.
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3D viewer offers another dimension for PVSS

If you have ever watched a science-fiction
film where the cockpit of a spacecraft is
shown, you will have spotted an animated
3D display showing an overview of the
complete apparatus, with flashing red
highlighting the damaged parts.

And what about the LHC and the
experiments at CERN? The operators in
the control rooms sit in front of screens
displaying mysterious, yet standard-looking,
operation panels (many of these run on top
of the common application platform, PVSS).
With the new 3D viewer developed by IT-CO,
such 3D displays will become available.

Let’s have a look at an example of
the 3D viewer in action. In this series of
images (figure 1), the state of a fictitious
subdetector is shown. The colours of the
working elements signify the temperature:
green being OK, yellow signalling that
attention is needed and red signalling
danger of damage.

The idea of a 3D overview display
showing the state of the detector first
emerged in the CMS experiment. It was
implemented by Robert Gomez-Reino and
immediately attracted the attention of
many users. However, it had an important
limitation — being a complex blend of Java
and ActiveX technologies, it could only
be used on the Windows platform. This
limitation turned out to be a show-stopper
preventing the adaptation of the CMS
display for use in other experiments.

Luckily, in recent versions of PVSS the
Qt library was harnessed to power the user
interface. The Qt application framework,
known for its excellent cross-platform
portability, is a workhorse for projects such
as the KDE desktop environment (a leading,
open-source desktop environment for Unix)
Lucasfilm, Skype and Google Earth. Its
open architecture allows us to extend the
set of “widget’” types (elements used to
create user-interface applications), using
the same code-base on all platforms. PVSS
makes full use of this feature, allowing the
PVSS platform to be extended with custom
“external widget object” extensions,
written with Qt. This has been done for the
3D viewer presented in this article.

The rendering and animation of the
3D scene in the viewer is powered by
the Coin3D library —an open-source
implementation of the Openinventor
high-level programming interface for
3D graphics. The mechanism to embed
the Coin3D-based graphics scenein a
Qt application is also readily available
from the Coin3D webpages, which made
the initial integration of these software
components straightforward. However, the
set of shape types, offered out-of-the-box,
quickly appeared insufficient — shapes
representing a segment of a cone,
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Fig. 1. (a) The operator spotted an anomaly in one of the cylinders. “Inner” elements are
not visible. (b) Dimming the external layer reveals a problem in the inner cylinders.

(c) “Flying” through the detectors allows inspection of the problem details. (d) Dimming
all of the parts except the ones indicating problems allows for spatial correlation.

Fig. 2. Visualizations that make use of the data from the detectors’ geometry databases.
(a) Image from the ATLAS detector. (b) Image from the CMS muon subdetector.

polyhedra or trapezoids had to be added.
Again, we were able to identify and reuse
the code of an existing open-source project
— HEPVis — that fitted our needs exactly.

The set of technologies being integrated
does not, however, end here. To display
the views of detectors, such as the ones
in figure 2, the data stored in pre-existing
geometry databases can be used.
Unexpectedly, the data used mainly by
the offline data-analysis programs find an
exciting application in the detector online
systems. All that is left to do is to establish
the connection between the geometrical
representation of the detector parts and
actual parts of the existing control systems.
Many subdetectors will soon have a 3D view
of their hardware ready to be embedded
into their operational panels.

The 3D viewer is not limited to
visualizations of the detector. Itis a

generic, fully programmable Ul widget,
the power of which could be unleashed
using PVSS scripting features, such as 3D
histograms, charts and trend plots.

Useful links

3D viewer homepage (JCOP framework
downloads page): http://itcobe.web.cern.
ch/itcobe/Projects/Framework/Download/
Components/3DViewer/welcome.html.
PVSS (process control and visualization):
WWW.pVSS.com.

Qt cross-platform application framework:
http://trolltech.com/products/qt.

Coin3D high-level 3D graphics toolkit:
www.coin3d.org/.

HEPVis class library extension to the
Openlinventor toolkit; maintained in

the OpenScientist code base: http://
openscientist.lal.in2p3.fr/.

Piotr Golonka and Alvar Cuevas i Fajardo, IT-CO

CERN Computer Newsletter ¢ April-June 2008
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New techniques are developed to
manage virtual machine images

Virtual machines (VMs) can add agility

to computing environments by satisfying
different execution environment
requirements on single machines, providing
flexible testing environments and allowing
more robust services with Live Migration.

In these scenarios the infrastructure needs
to manage the VM images being deployed
efficiently, which can vary in number

and range in size from several hundred
megabytes to several gigabytes. Also,
up-to-date VM images need to be generated
automatically because doing this manually
is time consuming and error prone.

Virtual appliances extend the concept of
VMs and offer a preconfigured integrated
application deployment inside a VM,
meaning that it can be configured more
easily and has a smaller impact on the
hosts of the applications and services. It
opens the door to a novel and expanding
ecosystem for deploying services and
computing, such as cloud computing.

0S Farm
OS Farm is a service similar to rPath, which
provides images and virtual appliances for
use in VMs. OS Farm takes advantage of
atool and library developed in the IT-GD
group, called Libfsimage, that generates
VM images with many different flavours of
Linux, including Scientific Linux CERN (SLC),
Debian and Ubuntu. By using Libfsimage in
the backend, OS Farm provides a service
to create and store VM images and virtual
appliances. This is similar to rPath, but the
focus differs in that images are created
on demand and are more faithful to the
originating 0S. OS Farm provides a web
interface through which users can configure
their images. Users can choose between a
number of software repositories, offering
arich set of software packages that
can be selected and added to the image
configuration. On creation, images are
stored in a browseable repository from
which they can be retrieved later. Users
can also submit a configuration specified
in XML or interact through a Simple Object
Access Protocol (SOAP) interface.
Automatically generating an image from
scratch is a long process, often requiring
downloading and installing hundreds of
packages, usually taking several minutes.
However, parts of images are identical
and can be shared between different
images. Image generation is optimized by
layering the different parts of an image.
For example, the “core” of two different
images can be a shared layer, while
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Fig. 1. The OS Farm user interface is a service that provides virtual machine images.
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Fig. 2. Comparison of CBT bandwidths in
different degrees of commonality.

additional configuration can be appended
on top. Thanks to the copy-on-write, or
“snapshot”, capability of Linux’s Logical
Volume Manager, the application of an
existing layer is instantaneous. Using this
technique, the generation time can be
shortened to around 1 min.

To optimize the generation time further,
each image in the repository is tagged with
a checksum of its configuration. If an image
is requested that already exists in the
repository, it can be returned instantly. The
repository thus also serves as a cache of
recently generated images.

Content-based transfer

Across different VM images there can be
a substantial amount of commonality.
The way in which the data is laid out in
the images allows the commonality to be
identified. For example, comparing two
images made from different batch systems
in the computer centre showed that 84%
of their blocks were identical. Comparing
two asymmetrical SLC3 and SLC4 images
showed that 48% of the blocks contained

in SLC3 were found in SLC4, and 22% of
SLC4’s blocks were found in SLC3.
Content-based transfer (CBT) is a
technique that efficiently transfers VM
image data from a source host to a target
host. It takes advantage of commonality
between images to speed up the transfer
and reduce the load on the network.
We can calculate the hypothetical
maximal observed bandwidth from the
degree of commonality in the image
being transferred, the physical network
bandwidth and the disk-read bandwidth.
“Observed bandwidth” here means the
bandwidth observed from transferring
the image, although only the uncommon
blocks and identification data have
actually been transferred. Moreover, for
the common blocks, which do not need to
be transmitted, the bandwidth is bound by
the disk, and for the differential blocks the
bandwidth is bound by the network.
Experimental analysis shows that
our implementation of CBT achieves
an observed bandwidth close to the
theoretical maximum and reduces the load
on the network. For example, on a 100 mbit
network, given 90% commonality, CBT
achieves an observed bandwidth of 28 MB/s
—aspeed-up of 2.2 times as much as the
maximum. At the same time, the impact is
reduced to less than 3MB/s. Both OS Farm
and CBT are proofs of concept, but they are
freely available for download and can be
used under open-source licences.

Useful links

0S Farm project: http://sourceforge.net/
projects/osfarm/.

0S Farm demo: http://cern.ch/osfarm.
Content-based transfer library: http://
hbjerke.web.cern.ch/hbjerke/cba/cba.xml.
Havard Bjerke, IT-DI (openlab)
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Conference and event reports

WLCG workshop examines the

readiness

A WLCG collaboration workshop was held
on 21-25 April at CERN and had more than
230 registered participants. It was the
third event of its kind. The main theme of
the workshop was readiness for LHC data
taking and processing, which naturally
included discussions about the February
and May runs of the Common Computing
Readiness Challenge (CCRC’08; described
in the January—March CNL), as well as the
experiments’ full dress rehearsals and
other similar activities.

Parallel sessions were organized
on database services (Maria Girone),
monitoring (James Casey), as well as on
the experiments. All presentations can
be accessed through the agenda page at

http://indico.cern.ch/conferenceTimetable.

py?confld=6552, together with notes taken
by kind volunteers. Live webcasting was

available for remote (passive) participants.

Thanks are due not only to all speakers,
conveners and note-takers, but also to all
for attending and in particular those who
participated in the discussions.

The workshop started with a review
of the WLCG critical service standards
—asimple set of proven techniques for

designing, implementing, deploying and
operating robust and resilient services.
These are targeted at the priorities

set by the experiments and are one of

the key metrics by which CCRC’08 is
being evaluated. Unfortunately, not all
middleware components are yet able to
take advantage of these techniques, which
(as highlighted in a review by Maarten
Litmaath) are of interest to many other
communities beyond WLCG. Birger Koblitz
explained the work continuing within
ATLAS to apply these methodologies to
ATLAS-specific services, again driven by
the critical services lists.

Discussions then turned to storage
optimizations, as well as ongoing issues
with SRM v2.2 production services (the
common mass-storage interface). These
resulted in a new set of metrics for
evaluation in the May run of CCRC’08 — to
be revisited in a future article.

The next two full days were devoted to
an analysis of the results of the February
run, as well as preparation for May and
beyond. Very detailed presentations were
made by the experiments, together with
discussions on service issues and those

for LHC data taking

seen by the sites. Explaining exactly what
is required of different sites and/or tiers
remains a problem that is being addressed
urgently. Specifically, the middleware and
storage-ware versions required for May are
well defined and are available through the
CCRC’08 wiki.

The final topic discussed in the plenary
sessions was future WLCG operations,
which included an introduction to the EGI
design study (Dieter Kranzlmiiller), WLCG
requirements (lan Bird) and the EGEE-1II
operations workplan (Maite Barroso
Lopez). The importance of a timely and
non-disruptive transition to the post-EGEE
environment was stressed by many — 2010
LHC data-taking and processing cannot be
placed at risk by changes in this area.

In addition to the CCRC’08 post mortem
foreseen for 12-13 June at CERN (http://
indico.cern.ch/conferenceDisplay.
py?confld=23563), future events are
planned during the EGEE’08 conference in
Istanbul, and another WLCG collaboration
workshop in conjunction with the CHEP’09
conference in Prague (http://indico.cern.
ch/conferenceDisplay.py?confld=16861).
Jamie Shiers, IT-GS

EGEE project in transition to an expanded level

More than 90 participants — some from as
far away as Taiwan — came to the two-day
transition meeting to EGEE-III, held on

6 May at CERN. Another dozen people
“attended” virtually, via video.

The goal of the meeting, said EGEE
project leader Bob Jones, was how
best to make the transition from the
existing, project-based Grid computing
infrastructure — built to support the
LHC project and applications from other
scientific disciplines —and adapt and
expand it to a new level (EGEE-III), which
is scheduled to last from 2008 to 2010.
EGEE-11l has expanded and now represents
250 sites from 48 countries, working on
applications from areas of science as
diverse as geophysics and multimedia.
The long-term plan is then to shift to a
sustainable, long-term, European-wide
permanent structure to be called the
European Grid Initiative (EGI).

“By 2010 we want EGI to be fully in
place as something that can be returned
to again and again by a variety of projects
from other disciplines of a similar size
to LHC, which each last differing time
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EGEE-Ill project leader Bob Jones addressed
the transition meeting at CERN in May.

periods. In the next four years we see a
tremendous number of big, data-intensive
projects coming online, such as the
Square Kilometre Array or the Very Large
Telescope,” he said. “The role of this
meeting, and of EGEE-1ll as a whole, is how
to seamlessly make the transition, and
coordinate the work of the 120 different
institutions and thousands of people
involved. Coordinating the integration and
interaction among the different National

Grid initiatives is key.”

Other speakers emphasized the
mechanics of this, calling for more
automated tools, simpler and more robust
middleware, and an easier to use interface.

“The Grid is based on the idea of give
and take, with users ‘paying’ in kind with
resources and computer time for the data
and resources that they have used. You help
to process and in return you get access,”
Jones explained. “In order to make people
willing to participate, you have to make the
procedures as simple as possible.”

Attendees pointed out that it was
symbolic that many of the tools used
for running the conference — such as the
PPT tool for time- and record-keeping,
the SIMBA e-mail and InDiCo (which
eliminated the need for any memory sticks
to carry slides), and the Engineering Data
Management Service (EDMS) — were
originally developed at CERN for the LHC.

“We make full use of these tools,” said
Jones. “Their seamless integration shows
how a lot of CERN IT can be used to support
other programs.”

Dan Drollette, iSGTW editor
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Conference and event reports

CERN welcomes HEPiX back to Geneva in May

For the first time since 1992 (and only the
second time in its history), HEPiX met at
CERN for the Spring 2008 meeting held on
5-9 May. Some 95 people registered and
there were a record 65 submitted talks,
completely filling the available time slots.
The format was slightly different, with
plenary talks on some aspect of the LHC or
the computing for it, followed by the usual
days split into blocks by topic. All slides
are on the web at http://indico.cern.ch/
conferenceDisplay.py?confld=27391.

The plenaries

The meeting was opened by CERN’s chief
scientific officer, Jos Engelen, with a status
report on the LHC and its experiments.

He explained how the final cooldown had
started and was expected to be finished by
July. In parallel, hardware commissioning
of the magnets was ongoing. Full cooldown
from room temperature takes about

six weeks plus about three weeks for
stabilization. When the whole ring is cold,
there will be about 130tonnes of helium
circulating. Other plenaries included a
review of the WLCG project by the project
leader, lan Bird; an explanation of the goals
of the Combined Computing Readiness
Challenge by Jamie Shiers; a description of
the activities of the CERN openlab project
by its chief technical officer, Sverre Jarp;
and a review of networking in the LHC era
by David Foster. Bob Jones, project director
of EGEE-111, took the opportunity to brief the
audience about this new phase of EGEE.

New data centres

Once again there were many talks on new
data centres (RAL, BNL, St Louis) and
upgraded ones (NIKHEF and SLAC, if you
include the addition of a second SUN Black
Box —a converted shipping container that
is delivered full of computers in racks
with cooling and ventilation built in).
During these data centre talks, no fewer
than three incidents were reported from
three different sites of electrical problems
leading to fires and burned equipment.

Of course, all sites reported increasing
purchases as we build up to LHC data
taking. To aid with these acquisitions, the
HEPiX Benchmarking Working Group is
investigating which benchmarks are the
most appropriate for 2008 and beyond,
and attention is focusing more and more
on the integer part of SPECint2006.
Among the new data centres discussed,
BNL described a plan to build and make
operational a new 600 m? data centre in
record time (18 months instead of the
more usual 30 months minimum) and for
a limited budget of less than $5 million. It
will be interesting to monitor the progress
of this.
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File systems

In previous meetings, Lustre had appeared
as an interesting file system. This week,
judging by the number of times it was talked
about, it is now the file system of choice
across much of the HEP world. This was
confirmed by the presentation of the results
of carefully prepared tests performed by
the HEPiX Storage Working Group for whom
Lustre is now the recommendation for a
cluster file system. In the area of LHC data
storage, members of the corresponding IT
group explained their short- and long-term
plans for improving the reliability and
efficiency of storing the data and making

it accessible at all levels of the WLCG. At
CERN this is based on CASTOR and it was
interesting to note that, at the same time
as RAL (UK) is switching from dCache to
CASTOR, CNAF (Bologna) is switching away
from CASTOR to a combination of GPFS and
TSM—-IBM products.

Operating systems

Scientific Linux (SL) futures were discussed
in detail in the presence of the principle
authors, and a number of decisions were
taken regarding support lifetimes and
future directions. For example, it was
agreed that FNAL will attempt to maintain
support for versions 3 and 4 of SL until

the third quarter of 2010. This may permit
some sites to remain on version 4, skip

the current version 5 and move directly

to version 6, which is expected to be
released by then. Talking of new versions of
operating systems, there was an update of
the CERN talk from the last meeting on the
recommendations for upgrading Windows
to Vista (soon to become the default on
newly acquired desktops) and several labs
have now also adopted or are seriously
considering similar policies.

Invited talk

The meeting featured an invited talk from
Google, for which at least 50 people came
in from CERN’s IT and PH departments.
The speaker gave a review of data storage
at Google. The problems and issues

were familiar but the numbers were on a
different scale to most HEP sites. Their
largest individual clusters typically have
5000+ servers and will be serving 10000+

clients with 5+PB of files. A single cell

of their online database can manage up

to 6000 TB of data spread across 3000+
nodes, supporting 500000+ operations per
second, sometimes with higher peaks.

Magnetic tapes

Another highlight was a presentation on
making better use of magnetic tapes. The
speaker, Charles Curran of CERN/IT, gave
a personal view on how the useful cycle
of read and writes could be improved by
developing codes that take more account
of the features of modern devices that
actually access the data on the tape.

Other sciences

One interesting point is that a growing
number of HEP labs are adopting or
adding new sciences. It may or may not be
surprising that many are meeting common
problems and it appears that once again
HEPiX is being used as a suitable forum
for sharing these experiences. This has
been the way, and still is, for the pure
HEP labs since the founding of the group
in 1991. This expansion is also proved by
the continuing representation of two of
the world’s leading Genome Sequencing
Centres (for the second consecutive time).

Security

As is now traditional at HEPiX, the meeting
closed with sessions on security, where
experts from CERN scared the audience
with tales of known or suspected security
exposures in mail, operating systems

and, especially, web browsing and web
applications.

During the final session tribute was paid to
Wojciech Wojcik of IN2P3 in Lyon, for whom
this will be the last meeting before his
retirement. Not only has he served for the
past few years as European coordinator of
HEPiX, but he also claims the unique record
of having attended every meeting of the
group since it started in 1991.

The next HEPiX meetings include ASGC
in Taiwan on 20-24 October, one in spring
20009, probably in the Nordic area, and
possibly NERSC (Berkeley, California) in
October 2009.

Alan Silverman, IT-DI
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Information corner

Bookshop offers more titles

Since Roger Woolnough established

the Bookshop in 1994 it has been a big
success. It was a great idea because CERN
staff are constantly in need of information.
The Bookshop complements the Library for
material that our scientists and engineers
like to have at hand. In spite of the internet
and the fact that e-books are gaining
popularity, printed books are still very
sought after.

The Bookshop has around 750 titles: 300
in computing science, 300 in physics and
150 in other subjects.

The books are purchased from about 15
publishing houses. However, the offer is
not limited to these publishers —the staff
are ready to order any title that exists in
print. In addition, we welcome suggestions
from the user community for new titles that
they want to be added to the stock.

The title list is available from
http://cdsweb.cern.ch/collection/
CERN%20Bookshop and http://cdsweb/
tools/itbook.py.

The Bookshop has opened new subject
groups, including IT security, radiation
protection, detectors and experimental
techniques, and project management.

Its most recent acquisitions include the
following titles.

Computing

Andrew S Tanenbaum Modern Operating
Systems 3rd edn.

Steven Feuerstein Oracle PL/SQL Best
Practices.

Penelope Coventry MS Office SharePoint
Designer 2007 Step by Step.

Ken Coar and Rich Bowen Apache Cookbook
2nd edn.

Mark G Sobell A Practical Guide to Ubuntu
Linux.

Physics

Olivier Morsch Quantum Bits and Quantum
Secrets: How Quantum Physics is
Revolutionizing Codes and Computers.
Steven Weinberg Cosmology.

Zyun Francis Ezawa Quantum Hall Effects:
Field Theoretical Approach and Related
Topics.

Thomas F DeLaney and Hanne M Kooy
Proton and Charged Particle Radiotherapy.
Helmut Wiedemann Particle Accelerator
Physics 3rd edn.

Andrew Sessler and Ted Wilson Engines of
Discovery.

Other subjects

Jean-Yves Le Meur Faux pas.

Andrew Whittaker Speak the Culture
France: Be Fluent in French Life and Culture.
Harald Fritzsch Escape from Leipzig.

The Bookshop is located in the Central
Library, Building 52/1-052 and is open on
weekdays from 8.30a.m. to 5.30p.m. It can
also be contacted by e-mail (bookshop@
cern.ch). CERN users can buy books and
CDs at discounted prices.

Jutta Megies and Roger have now retired
and the service has been passed on to the
Library. Joanne Yeomans has taken over
general responsibility from Roger, and Eva
Papp has taken over Jutta’s tasks.

Eva Papp, CERN Bookshop

Calendar

June

30 June — 1 July EGI Workshop

Geneva, Switzerland
http://web.eu-egi.eu/events/workshops/
geneva-2008

30 June — 4 July High Performance Computing
and Grids Workshop

Cosenza, Italy
www.hpcc.unical.it/hpc2008/

July

5—8 International Conference on Software and
Data Technologies

Oporto, Portugal

www.icsoft.org/

6—18 International Summer School on Grid

Computing
Balatonfiired, Hungary
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www.iceage-eu.org/issgc08/

21-24 4th International Conference on
Computer Science and Information Systems
Athens, Greece
www.atiner.gr/docs/Computer.htm

August

18-29 Introduction to High Performance
Computing

Stockholm, Sweden
www.pdc.kth.se/systems_support/
training/2008/summerschool/

25 August — 5 September CERN School of
Computing

Gjovik, Norway

www.cern.ch/CSC

26-29 14th International European
Conference on Parallel and Distributed
Computing (Euro-Par 2008)

Las Palmas de Gran Canaria, Spain
www.caos.uab.es/europar2008/

Berners-Lee offers
advice on social sites

When Tim Berners-Lee handed his CERN
supervisor his proposal for a HyperText
project, did he have any idea that years
later the web would become so ingrained
in people’s lives? Today sites such as
Facebook boast around 70million users
and Myspace a mighty 200 million. When
interviewed by the BBC recently, Tim was
asked what advice he would give to users
uploading personal information to sites
such as these. Here is his response:

“Imagine that everything that you are
typing is being read by the person you are
applying to for your first job. Imagine that
it’s all going to be seen by your parents and
your grandparents and your grandchildren.

“The danger is when you put something
into a public space to share it with a few
friends you forget that it’s actually a public
space or that the list of friends is huge or
that some of them can’t be trusted not to
put it somewhere else.”

For the full interview, see http://news.
bbc.co.uk/2/hi/technology/7300434.stm.

As CERN computer users, we have to be
aware not only of our personal reputations
if using social networking sites, but also of
the organization’s reputation.

For more information on the pitfalls
of social networking, readers may find
this ComputerWorld article useful: www.
computerworld.com/action/article.do?com
mand=viewArticleBasic&articleld=311395.
Kate Bradshaw, IT-DI

Fake mail targets CERN

CERN’s computing rules (Operational
Circular No. 5) require that passwords
remain confidential and must never be
given to anyone, not even Helpdesk or other
support personnel. If you think that your
password could have been exposed then
you must change it immediately. For further
information, consult http://computingrules.
web.cern.ch/ComputingRules/.

Cybercriminals are making growing use of
fake e-mails and websites to steal account
and identity information from users. This
technique is called phishing. The e-mails
often look real and try to trick you into
giving your password or personal data.

CERN has recently been targeted by a
fake e-mail that asked people to send their
username, password and date of birth. This
case was blocked by the CERN mail service,
but future cases may still occur. Users
need to be vigilant about any requests for
passwords or personal data. Fake e-mails
should be deleted immediately.

Contact helpdesk@cern.ch if you have
any questions on this topic.
The CERN Computer Security Team
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